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Introduction: Domain Adaptation

- Given a pre-trained transformer-based language model

- There are two main domain adaptation approaches:            
Further pre-training on domain data & Pre-training from scratch

- BUT domain adaptation is challenging:

• Further domain pre-training: not enough domain-specific 

tokens and less contextual understanding, domain mismatch, 

catastrophic forgetting, overfitting

• Pre-training from scratch: domain-specific data is not 

diverse enough, and training is computationally expensive

3

Source: Domain-Specific Language Model Pretraining for Biomedical Natura l Language Processing (2021)

Why domain adaptation is critical for the medical domain? →

BERT
Blue

BERT

PubMedBERT
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Introduction: Significance of the Study

4

Source: AMMUS : A Survey of Transformer-based Pretra ined Models in  Natural Language Processing (2021)

- In the biomedical domain, there are many

branches with specific terms and oftentimes 

not enough labeled data for the pre-training

- Biomedical language understanding is critical 
for applications like healthcare information 

retrieval or medical diagnosis

→ There is a clear need for effective domain 

adaptation and knowledge transfer strategies in 
the biomedical domain

How much domain knowledge a vocabulary have? →
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Introduction: Domain-specific Knowledge

5What is the main objective of our research? →

Source: Domain-Specific Language Model Pretraining for Biomedical Natura l Language Processing (2021)

BERT PubMedBERT

Semantical Knowledge

Syntactical Knowledge
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Research Objective

Objective:

- Given two transformer-based pre-trained language models (T-PTLMs): general and domain-

specific, design a framework for adapting the general model to the specific domain by using

their vocabularies and corresponding word embeddings.

Limitations:

- Limited computational resources

- No further domain-specific training or fine-tuning

- No access to the pre-training corpora of both models

6What is our research methodology? →
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Research Methodology

Models: BERT-base-uncased (BERT), PubMedBERT-base-uncased-abstract-fulltext (PubMedBERT)

Main research question: Can the domain-specific knowledge be successfully transferred via contextual 

token embeddings?

Evaluation: Performance on domain-specific benchmark (Bio-LM)

7Experimental setup (1 / 3) →
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Experimental Setup (1 / 3)

1. Off-the-shelf transformer-based language models

2. Random re-initialization of token embeddings

3. Vocabulary Reduction

4. Knowledge Transfer 𝑉 ෝ= 𝑣𝑜𝑐𝑎𝑏𝑢𝑙𝑎𝑟𝑦, 𝐸 ෝ= 𝑒𝑚𝑏𝑒𝑑𝑑𝑖𝑛𝑔 𝑚𝑎𝑡𝑟𝑖𝑥 :

- Naive replacement: 𝑉𝑆𝑂𝑈𝑅𝐶𝐸 = 𝑉𝑇𝐴𝑅𝐺𝐸𝑇, 𝐸𝑆𝑂𝑈𝑅𝐶𝐸 = 𝐸𝑇𝐴𝑅𝐺𝐸𝑇

- Replacement with random re-initialization: 𝑉𝑆𝑂𝑈𝑅𝐶𝐸 = 𝑉𝑇𝐴𝑅𝐺𝐸𝑇, 𝐸𝑆𝑂𝑈𝑅𝐶𝐸 = 𝑁 𝜇𝑆𝑂𝑈𝑅𝐶𝐸, 𝜎𝑆𝑂𝑈𝑅𝐶𝐸
2

8Experimental setup (2 / 3) →
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Experimental Setup (2 / 3)

4. Knowledge Transfer 𝑇 ෝ= 𝑡𝑜𝑘𝑒𝑛𝑖𝑧𝑒𝑟, 𝐸 ෝ= 𝑒𝑚𝑏𝑒𝑑𝑑𝑖𝑛𝑔 𝑚𝑎𝑡𝑟𝑖𝑥 :

- Syntactic knowledge transfer:

• Common tokens: 𝑇𝐵𝐸𝑅𝑇 ′𝑛𝑎𝑡𝑖𝑜𝑛′ = [′𝑛𝑎𝑡𝑖𝑜𝑛′] ⇒ 𝐸𝑆𝑌𝑁𝑇𝐴𝐶𝑇𝐼𝐶 ′𝑛𝑎𝑡𝑖𝑜𝑛′ = 𝐸𝐵𝐸𝑅𝑇 ′𝑛𝑎𝑡𝑖𝑜𝑛′

• Domain-specific tokens: 𝑇𝐵𝐸𝑅𝑇 ′𝑙𝑦𝑚𝑝ℎ𝑜𝑚𝑎′ = [′𝑙′, ′##𝑦𝑚′, ′##𝑝ℎ′, ′##𝑜𝑚𝑎′]

⇒ 𝐸𝑆𝑌𝑁𝑇𝐴𝐶𝑇𝐼𝐶 ′𝑙𝑦𝑚𝑝ℎ𝑜𝑚𝑎′ =
1

4
∙ 𝐸𝐵𝐸𝑅𝑇 ′𝑙′ + 𝐸𝐵𝐸𝑅𝑇 ′##𝑦𝑚′ + 𝐸𝐵𝐸𝑅𝑇 ′##𝑝ℎ′ + 𝐸𝐵𝐸𝑅𝑇 ′##𝑜𝑚𝑎′

- Semantic knowledge transfer:

• Common tokens: 𝑇𝐵𝐸𝑅𝑇 ′𝑛𝑎𝑡𝑖𝑜𝑛′ = [′𝑛𝑎𝑡𝑖𝑜𝑛′] ⇒ 𝐸𝑆𝐸𝑀𝐴𝑁𝑇𝐼𝐶 ′𝑛𝑎𝑡𝑖𝑜𝑛′ = 𝐸𝐵𝐸𝑅𝑇 ′𝑛𝑎𝑡𝑖𝑜𝑛′

• Domain-specific tokens (m = 3): 𝑐𝑜𝑠𝑠𝑖𝑚𝐵𝐸𝑅𝑇 ∩ 𝑃𝑢𝑏𝑀𝑒𝑑𝐵𝐸𝑅𝑇, 𝑚=3 ′𝑙𝑦𝑚𝑝ℎ𝑜𝑚𝑎′ = [′𝑛ℎ𝑙′, ′𝑐𝑎𝑛𝑐𝑒𝑟′, ′𝑡𝑢𝑚𝑜𝑟′]

⇒ 𝐸𝑆𝐸𝑀𝐴𝑁𝑇𝐼𝐶 ′𝑙𝑦𝑚𝑝ℎ𝑜𝑚𝑎′ =
1

3
∙ 𝐸𝐵𝐸𝑅𝑇 ′𝑛ℎ𝑙′ + 𝐸𝐵𝐸𝑅𝑇 ′𝑐𝑎𝑛𝑐𝑒𝑟′ + 𝐸𝐵𝐸𝑅𝑇 ′𝑡𝑢𝑚𝑜𝑟′

9Experimental setup (3 / 3) →
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Experimental Setup (3 / 3)

5. Combined Knowledge Transfer approach:

Given two T-PTLMs: general (source) and domain-specific (target), use the following knowledge transfer approach:

- Vocabulary Distillation: delete the least important tokens from the source vocab

- Vocabulary Augmentation: refill with the most important target tokens from the target vocab

- Embedding Initialization:

• Old tokens → original embeddings;

• New tokens → knowledge transfer;

- Final Evaluation: domain-specific benchmark

10Results (1 / 4) →
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Off-the-Shelf Models

Re-initialization of token embeddings

Results (1 / 4)

11

- PubMedBERT outperforms BERT & BlueBERT

- Allmost all tasks suffer from the re-initialization

- BUT some tasks profit from it

- Normal distribution > uniform distribution

Results (2 / 4) →
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Results (2 / 4): Vocabulary Reduction Models

12

- No clear correlation between type of

heuristic and performance;

- No reduced model can outperform the

base model;

- Best heuristic in terms of model size / 
performance ratio: keep first 50% of

tokens (almost the same performance and 

10% total model size reduction)

Results (3 / 4) →
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Results (3 / 4)

13

- No transfer model beats the source model

Performance:

semantic transfer < random emb. < syntactic transfer

Knowledge Transfer Models

Combined Models

- No combined model beats the source model

- 50% transfer model best for the sequence labelling

& PubMed tasks

- 75% transfer model best for clinical tasks

Results (4 / 4) →
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Results (4 / 4): Best Models

14

- No approach outperforms the source model

- Clinical tasks benefit from vocab reduction

Performance:

Knowledge Transfer < Combined Approach < Reduced

Conclusion→



.

Conclusion

15

Assessment of Hypotheses:

1. Performance proportional to domain adaptation: PubMedBERT > BlueBERT > BERT

2. Vocabulary reduction impacts performance:

- Many classification and medical tasks benefit from vocabulary reduction with the ”last” heuristic (up to 50%);

- Other heuristics are less beneficial;

- Reduction over 50% is not recommended.

3. Positive knowledge transfer via token embeddings:

- Syntactic knowledge transfer improved performance on some tasks, but no general improvement

- Semantic knowledge transfer failed

4. Combined approach for stimulating knowledge transfer:

- No general performance gain through combining vocabulary reduction with syntactic knowledge
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Thank you for your attention!

16
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Timeline of the Master’s Thesis

18
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Visualization of BERT-base-uncased embeddings

(first 4k tokens)

19Visualization of PubMedBERT →
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Visualization of PubMedBERT-abstract-fulltext embeddings

(first 4k tokens)

20Brain analogy →
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Qualitative analysis: Token Length vs Token ID

21
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Qualitative analysis: Tokens in context

22
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Evaluation pipeline (cdk8s, W&B, Excel)

23

main.py: definition of

- job parameters
- models
- tasks

- hyperparameters

cdk8s library:

- create Kubernetes jobs for each 
set of parameters: cdk8s synth

- run all jobs: kubectl create -f dist

Weights & Biases:

- Login: wandb.login(„key“)
- Where to store results: 

wandb.init()

- Initial parameters of the run: 
wandb.config()

- Log metrics: wandb.log()

MS Excel:

- export of the evaluation results
from W&B via csv files

- intuitive sorting and filtering of

the results
- descent visualization tools

Python scripts:

- run_classification.py
- run_sequence_lablling.py

Define Run Store Evaluate

Reduced models →
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Hyperparameter Optimization: HOC

24
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Contextual Analysis

25
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Micro-averaged F1 vs. Macro-averaged F1

26
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Future Work

27

- Advanced Knowledge Transfer Approaches:

• further MLM training of data from the target domain

• fine-tuning with a mix of domain-specific and general-domain data

• leveraging external resources like ontologies and medical databases

- Hybrid Model Architectures: Combination of reduction, transfer and initialization techniques with dynamic adaptation

- Cross-Domain Evaluation: Expanding the evaluation beyond the biomedical domain

- Task-Specific Adaptation:

• Leveraging task-specific data augmentation techniques

• Designing task-specific pre-training objectives

• Incorporating external domain-specific resources

- Expanding Beyond Transformer Models:

• models that incorporate explicit domain-specific knowledge

• memory-augmented networks

• architectures with attention mechanisms that adapt dynamically to domain
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